AWS shifts focus from chat assistants to enterprise-ready AI agents with new infrastructure and governance tools
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Amazon Web Services used its re:Invent keynote in Las Vegas to press a clear argument: after two years of AI hype, the way to turn investment into measurable enterprise value is to move from chat-style assistants to task-performing Agents, and AWS has announced a stack of compute, model and governance changes intended to make that shift commercially viable. [1][2][3]
At the infrastructure level AWS emphasised pragmatism and scale. CEO Matt Garman highlighted the company’s sprawling global footprint and capacity growth as the foundation for Agent-scale workloads, while new Trainium3 UltraServers , 144‑chip systems that AWS says deliver multiple‑fold performance gains with significantly better energy efficiency , were unveiled alongside a pre‑announcement of Trainium4. Reuters and Axios noted AWS will integrate Nvidia’s NVLink Fusion technology into Trainium4 and that new P6e instances use Nvidia’s GB300 NVL72 for the most extreme AI workloads. [1][2][3]
AWS also signalled it will meet customers who cannot or will not migrate sensitive workloads by taking infrastructure to them. The company introduced “AWS AI Factories” , a way to build AWS compute inside customer data centres to address data‑sovereignty and compliance concerns. This complements continued deep engineering work with Nvidia to run large GPU clusters reliably, an area AWS stresses as core to its enterprise value proposition. [1][2]
On the model front, AWS rolled its in‑house Nova family forward with the Nova 2 series. Nova 2 Omni is presented as a first‑of‑its‑kind multimodal reasoning model supporting text, image, audio and video prompts; AWS also announced specialist variants including a speech‑responsive model, Sonic. AWS claims Nova Forge , a new “open training” capability , lets enterprises inject proprietary data late in pre‑training to produce better customised models without losing base capabilities. Independent outlets reported similar product details while noting AWS’s claims of benchmark superiority over competitor models should be seen as company statements. [1][2][3][6]
AWS framed Nova Forge and related tools as answers to a common enterprise complaint , shallow fine‑tuning that erodes foundational capabilities , and named early adopters, with Sony Group cited as an early customer using Nova Forge and AgentCore to speed compliance review. Reuters and Axios corroborated the customised‑model narrative and highlighted Nova Forge as a key enterprise offering. [1][2][3]
Above models and chips, AWS emphasised control and governance as essential to enterprise adoption of Agentic AI. The company introduced AgentCore Policy, a deterministic control system built on the Cedar policy language that can intercept or block non‑compliant Agent actions in real time (for example, preventing automatic refunds above a set threshold). Garman used an analogy of “raising a teenager” to describe the balance of freedom and guardrails; AWS presented AgentCore as a way to make Agents auditable and predictable for regulated customers. [1]
For developers and operations, AWS expanded what it calls Frontier Agents and agentic features across its Transform and Bedrock services: autonomous code‑fixing agents, security agents that scan for vulnerabilities pre‑commit, DevOps agents that diagnose outages and propose repairs, and language‑specific agents to accelerate modernization projects. Independent reporting and industry coverage noted significant claimed productivity gains from these agentic features, including customer examples of major time and cost reductions in migration and modernization work. [1][4]
Taken together, AWS’s announcements emphasise a three‑layer approach , cheaper, more abundant compute; thicker, more customisable models; and deterministic governance , aimed at converting AI experimentation into repeatable enterprise outcomes. The company framed these advances not as academic feats but as engineered building blocks for organisations that want to deploy billions of Agents safely and cost‑effectively across industries. [1][2][3][4][6]
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