Emerging privacy concerns as AI summaries infiltrate Gmail conversations
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A small domestic surprise has opened a much larger question about where convenience ends and privacy begins. Debbie Burke said that after her writing group resumed exchanging long email threads, one member suddenly saw Gmail generate an AI summary of the discussion, despite the fact that the conversation included sensitive personal and medical details. Her account reflects a broader unease among users who assumed their messages were private by default, only to discover that AI tools can surface without much warning and, in some cases, without every participant realising how much access they have granted.
That concern is not merely theoretical. According to Android Central and PCWorld, researchers have shown that Google’s Gemini integration in Gmail can be manipulated through so-called prompt-injection tricks, including hidden text that is invisible to users but still read by the model. The result is a potential phishing risk: a malicious sender could plant instructions that cause the summary to mislead the recipient. Google has acknowledged the issue and said no real-world abuse has been reported, but the research suggests that existing spam and security filters were not built for this sort of attack.
Burke also raises a separate worry about the status of confidential professional correspondence. Medical records, legal documents and other sensitive material can travel through email chains in ways that make it hard to know which participant has disabled AI features and which has not. In her telling, her own Gmail settings had already been switched off, yet the summary still appeared, which led her to suspect that another participant’s account settings had effectively exposed the thread to Google’s automated systems. That uncertainty is exactly what makes the issue so fraught for professions bound by privacy rules and ethical duties.
For writers, the stakes are different but no less serious. Manuscripts, beta-reading exchanges and submissions to agents or editors often move by email long before formal publication, and Burke warns that authors may not know whether those drafts could be swept into training systems or used to improve AI products. The legal backdrop is unsettled. CNBC reported in June 2025 that a federal judge said Anthropic’s use of books for model training was "fair use" and "exceedingly transformative", while Tom’s Hardware and CBS News later reported that the company agreed to a $1.5 billion settlement over claims it had used pirated books, with the court approving the deal and requiring the infringing data to be deleted. Together, those developments show that the law is still trying to catch up with AI’s appetite for text.
Burke’s conclusion is less a technical fix than a warning about the erosion of habits that once protected private communications. She argues that users have been nudged into accepting systems that are easy to use but difficult to control, and that the burden of opting out often falls on the individual rather than the platform. The practical answer, for now, may be greater caution about what goes into an email at all. In that sense, her experience is not just about Gmail or Gemini; it is about how quickly ordinary digital correspondence can become machine-readable, repackaged and exposed.
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