MLCommons unveils impressive MLPerf Inference benchmark results
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MLCommons has released its latest MLPerf Inference benchmark results, showcasing significant advancements in hardware and software optimised for generative AI over the past year. This announcement was marked by a notable increase in submissions for the Llama 2 70B benchmark test, reflecting a growing focus within the AI community on generative AI applications.
The MLPerf Inference v5.0 benchmark suite is engineered to assess machine learning system performance in a manner that is both architecture-neutral and reproducible. The recent results indicate that submissions to the Llama 2 70B benchmark, which revolves around a large generative AI inference workload derived from a widely-used open-source model, have surged by 2.5 times within the last year. Notably, the median score for submissions has doubled while the highest score achieved is now 3.3 times the benchmark to Inference v4.0. This benchmark has surpassed Resnet50, making it the new highest submission rate test, signalling a pivotal shift towards optimising generative AI capabilities.
The latest benchmark round also introduced four new tests to the suite: Llama 3.1 405B, Llama 2 70B Interactive, RGAT, and Automotive PointPainting, aimed at enhancing 3D object detection capabilities. 
In related industry news, several tech companies have made headlines with significant announcements impacting real-time analytics and AI solutions. Articul8 has unveiled A8-SupplyChain, a new family of specialised generative AI models aimed at optimising supply chain and manufacturing processes with autonomous reasoning capabilities. 
CData Software revealed an integration solution during the Microsoft Fabric Community Conference designed to facilitate connections between Microsoft Fabric and external data sources. This new accelerator will allow for smoother integration across over 270 data sources, covering key enterprise systems like SAP and Salesforce.
Crunchy Data introduced the Crunchy Data Warehouse, a high-performance analytics database optimised for Kubernetes. This innovative database integrates with modern OLAP technologies and offers user-friendly analytics under a PostgreSQL environment.
In a move towards enhancing cloud-based data integrations, Databricks has launched Lakeflow Connect for Salesforce and Workday, featuring no-code ingestion connectors to allow easier data management across various platforms. This capability is expected to enhance scalability and efficiency for businesses utilising Databricks’ Data Intelligence Platform.
Fivetran, noted for its data connectivity solutions, expanded its integration options by offering over 700 pre-built connectors for seamless interoperability with Microsoft Fabric and OneLake, promoting data access for enterprises.
Meanwhile, Informatica announced new data management innovations powered by its CLAIRE AI engine, aimed at simplifying enterprise access to AI-ready data, thus enabling efficient and confident AI deployment.
In the expanding domain of AI infrastructure, Keysight Technologies has launched the Keysight Artificial Intelligence (KAI) architecture to enhance AI processing capacities in data centres, using real-world workload emulation to validate AI components.
MindsDB has integrated support for the Model Context Protocol (MCP) across its platforms, consolidating processes that simplify AI deployment in enterprise environments by enabling federated queries across disparate data sources.
In corporate developments, various strategic alliances and acquisitions were also reported. AMD has introduced its 5th Gen EPYC processors to the Oracle Cloud Infrastructure, promising doubled cost-performance efficiency. Additionally, IBM has made Intel Gaudi 3 AI accelerators available on its cloud services, aiming to provide cost-effective enterprise AI solutions.
The discussions surrounding ethical and sustainable AI have gained traction, particularly on how organisations can balance innovation with environmental responsibilities. In an interview published by ZDNET, Kiran Minnasandram, VP and CTO of Wipro FullStride Cloud, emphasised the importance of ethical AI, which he defined as AI that aligns not only with legal standards but also with core organisational values such as privacy, fairness, and environmental considerations.
He noted the increasing complexities businesses face in addressing AI ethics, suggesting organisations establish cross-functional strategies that include compliance, legal, and HR perspectives. Furthermore, he highlighted that AI adoption could enhance sustainability by optimising operations and resource management while also raising concerns regarding the energy consumption and carbon footprint of large AI models.
To manage these challenges, organisations are advised to adopt policies that govern the sustainable use of AI, ensuring comprehensive tracking of environmental impacts, and developing frameworks that embed legal protections throughout AI implementation.
Overall, these advancements in technology and discussions around ethics reflect a dynamic landscape where AI and analytics are becoming increasingly integral to business strategies and operations.
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